

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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  # CUSIM

[![License](https://img.shields.io/badge/License-Apache%202.0-blue.svg)](https://opensource.org/licenses/Apache-2.0) [![Build Status](https://travis-ci.org/js1010/cusim.svg?branch=main)](https://travis-ci.org/js1010/cusim) [![contributions welcome](https://img.shields.io/badge/contributions-welcome-brightgreen.svg?style=flat)](https://github.com/dwyl/learn-travis/issues)

Superfast CUDA implementation of Word2Vec and Latent Dirichlet Allocation (LDA)

### Introduction

This project is to speed up various ML models (e.g. topic modeling, word embedding, etc) by CUDA. It would be nice to think of it as [gensim](https://github.com/RaRe-Technologies/gensim)’s [https://github.com/RaRe-Technologies/gensim)'s] GPU version project. As a starting step, I implemented the most widely used word embedding model, the [word2vec](https://arxiv.org/pdf/1301.3781.pdf) model, and the most representative topic model, the [LDA (Latent Dirichlet Allocation)](https://www.jmlr.org/papers/volume3/blei03a/blei03a.pdf) model.

### Requirements


	Python3.6+


	gcc / g++ (>= 5.1 for c++14)


	cuda >= 7.0


	Tested on Ubuntu 18.04 / GCC 7.5 / CUDA 11.1 / Python 3.6




### How to install


	install from pypi




`shell
pip install cusim
`


	install from source




```shell
# clone repo and submodules
git clone git@github.com:js1010/cusim.git && cd cusim && git submodule update –init

# install requirements
pip install -r requirements.txt

# generate proto
python -m grpc_tools.protoc –python_out cusim/ –proto_path cusim/proto/ config.proto

# install
python setup.py install
```

### How to use


	examples/example_w2v.py, examples/example_lda.py and examples/README.md will be very helpful to understand the usage.


	paremeter description can be seen in cusim/proto/config.proto




### Performance


	[AWS g4dn 2xlarge instance](https://aws.amazon.com/ec2/instance-types/g4/) is used to the experiment. (One NVIDIA T4 GPU with 8 vcpus, Intel(R) Xeon(R) Platinum 8259CL CPU @ 2.50GHz)


	results can be reproduced by simply running examples/example_w2v.py and examples/example_lda.py


	To evaluate w2v model, I used evaluate_word_pairs function ([ref link](https://radimrehurek.com/gensim/auto_examples/tutorials/run_word2vec.html#evaluating)) in gensim, note that better performance on WS-353 test set does not necessarily mean that the model will workbetter in application as desribed on the link. However, it is good to be measured quantitively and fast training time will be at least very objective measure of the performaance.
- I trained W2V model on quora-duplicat-questions dataset from gensim downloader api on GPU with cusim and compare the performance (both speed and model quality) with gensim.


	To evaluate LDA model, I found there is no good way to measure the quality of traing results quantitatively. But we can check the model by looking at the top words of each topic. Also, we can compare the training time quantitatively.


	W2V (skip gram, hierarchical softmax)





attr                |   1 workers (gensim) |   2 workers (gensim) |   4 workers (gensim) |   8 workers (gensim) |   NVIDIA T4 (cusim) |



|:--------------------|———————:|---------------------:|———————:|---------------------:|——————–:|
| training time (sec) |           892.596    |           544.212    |           310.727    |           226.472    |       16.162   |
| pearson             |             0.487832 |             0.487696 |             0.482821 |             0.487136 |       0.492101 |
| spearman            |             0.500846 |             0.506214 |             0.501048 |         0.506718 |            0.479468 |


	W2V (skip gram, negative sampling)





attr                |   1 workers (gensim) |   2 workers (gensim) |   4 workers (gensim) |   8 workers (gensim) |   NVIDIA T4 (cusim) |



|:--------------------|———————:|---------------------:|———————:|---------------------:|——————–:|
| training time (sec) |           586.545    |           340.489    |           220.804    |           146.23     |       33.9173   |
| pearson             |             0.354448 |             0.353952 |             0.352398 |             0.352925 |        0.360436 |
| spearman            |             0.369146 |             0.369365 |         0.370565 |             0.365822 |        0.355204     |


	W2V (CBOW, hierarchical softmax)





attr                |   1 workers (gensim) |   2 workers (gensim) |   4 workers (gensim) |   8 workers (gensim) |   NVIDIA T4 (cusim) |



|:--------------------|———————:|---------------------:|———————:|---------------------:|——————–:|
| training time (sec) |           250.135    |           155.121    |           103.57     |            73.8073   |        6.20787  |
| pearson             |             0.309651 |             0.321803 |             0.324854 |             0.314255 |        0.480298 |
| spearman            |             0.294047 |             0.308723 |             0.318293 |             0.300591 |        0.480971 |


	W2V (CBOW, negative sampling)





attr                |   1 workers (gensim) |   2 workers (gensim) |   4 workers (gensim) |   8 workers (gensim) |   NVIDIA T4 (cusim) |



|:--------------------|———————:|---------------------:|———————:|---------------------:|——————–:|
| training time (sec) |           176.923    |           100.369    |            69.7829   |            49.9274   |        9.90391  |
| pearson             |             0.18772  |             0.193152 |             0.204509 |             0.187924 |        0.368202 |
| spearman            |             0.243975 |             0.24587  |             0.260531 |             0.237441 |        0.358042 |


	LDA (nytimes dataset from https://archive.ics.uci.edu/ml/datasets/bag+of+words)
- I found that setting workers variable in gensim LdaMulticore does not work properly (it uses all cores in instance anyway), so I just compared the speed between cusim with single GPU and gensim with 8 vcpus.
- One can compare the quality of modeling by looking at examples/cusim.topics.txt and examples/gensim.topics.txt.





attr                |   gensim (8 vpus) |   cusim (NVIDIA T4)|



|:--------------------|——————:|--------:|
| training time (sec) |           447.376 | 76.6972 |

### Future tasks


	support half precision


	support multi device (multi device implementation on LDA model will not be that hard, while multi device training on w2v may require some considerations)


	implement other models such as [FastText](https://arxiv.org/pdf/1607.04606.pdf), [BERT](https://arxiv.org/pdf/1810.04805.pdf), etc


	contribution is always welcome






            

          

      

      

    

  

    
      
          
            
  
json11

json11 is a tiny JSON library for C++11, providing JSON parsing and serialization.

The core object provided by the library is json11::Json. A Json object represents any JSON
value: null, bool, number (int or double), string (std::string), array (std::vector), or
object (std::map).

Json objects act like values. They can be assigned, copied, moved, compared for equality or
order, and so on. There are also helper methods Json::dump, to serialize a Json to a string, and
Json::parse (static) to parse a std::string as a Json object.

It’s easy to make a JSON object with C++11’s new initializer syntax:



	Json my_json = Json::object {
	{ “key1”, “value1” },
{ “key2”, false },
{ “key3”, Json::array { 1, 2, 3 } },





};
std::string json_str = my_json.dump();




There are also implicit constructors that allow standard and user-defined types to be
automatically converted to JSON. For example:


class Point {
public:


int x;
int y;
Point (int x, int y) : x(x), y(y) {}
Json to_json() const { return Json::array { x, y }; }




};

std::vector<Point> points = { { 1, 2 }, { 10, 20 }, { 100, 200 } };
std::string points_json = Json(points).dump();




JSON values can have their values queried and inspected:


Json json = Json::array { Json::object { { “k”, “v” } } };
std::string str = json[0][“k”].string_value();




For more documentation see json11.hpp.





            

          

      

      

    

  

    
      
          
            
  # spdlog

Very fast, header-only/compiled, C++ logging library. [![Build Status](https://travis-ci.org/gabime/spdlog.svg?branch=v1.x)](https://travis-ci.org/gabime/spdlog)&nbsp; [![Build status](https://ci.appveyor.com/api/projects/status/d2jnxclg20vd0o50?svg=true)](https://ci.appveyor.com/project/gabime/spdlog) [![Release](https://img.shields.io/github/release/gabime/spdlog.svg)](https://github.com/gabime/spdlog/releases/latest)

## Install
#### Header only version
Copy the source [folder](https://github.com/gabime/spdlog/tree/v1.x/include/spdlog) to your build tree and use a C++11 compiler.

#### Static lib version (recommended - much faster compile times)
`console
$ git clone https://github.com/gabime/spdlog.git
$ cd spdlog && mkdir build && cd build
$ cmake .. && make -j
`


see example [CMakeLists.txt](https://github.com/gabime/spdlog/blob/v1.x/example/CMakeLists.txt) on how to use.





	## Platforms
	
	Linux, FreeBSD, OpenBSD, Solaris, AIX


	Windows (msvc 2013+, cygwin)


	macOS (clang 3.5+)


	Android








## Package managers:
* Homebrew: brew install spdlog
* MacPorts: sudo port install spdlog
* FreeBSD:  cd /usr/ports/devel/spdlog/ && make install clean
* Fedora: dnf install spdlog
* Gentoo: emerge dev-libs/spdlog
* Arch Linux: pacman -S spdlog
* vcpkg: vcpkg install spdlog
* conan: spdlog/[>=1.4.1]
* conda: conda install -c conda-forge spdlog

## Features
* Very fast (see [benchmarks](#benchmarks) below).
* Headers only or compiled
* Feature rich formatting, using the excellent [fmt](https://github.com/fmtlib/fmt) library.
* Asynchronous mode (optional)
* [Custom](https://github.com/gabime/spdlog/wiki/3.-Custom-formatting) formatting.
* Multi/Single threaded loggers.
* Various log targets:



	Rotating log files.


	Daily log files.


	Console logging (colors supported).


	syslog.


	Windows debugger (`OutputDebugString(..)`)


	Easily extendable with custom log targets  (just implement a single function in the [sink](include/spdlog/sinks/sink.h) interface).








	Log filtering - log levels can be modified in runtime as well as in compile time.


	Support for loading log levels from argv or from environment var.


	[Backtrace](#backtrace-support) support - store debug messages in a ring buffer and display later on demand.




## Usage samples

#### Basic usage
```c++
#include “spdlog/spdlog.h”

int main()
{


spdlog::info(“Welcome to spdlog!”);
spdlog::error(“Some error message with arg: {}”, 1);

spdlog::warn(“Easy padding in numbers like {:08d}”, 12);
spdlog::critical(“Support for int: {0:d};  hex: {0:x};  oct: {0:o}; bin: {0:b}”, 42);
spdlog::info(“Support for floats {:03.2f}”, 1.23456);
spdlog::info(“Positional args are {1} {0}..”, “too”, “supported”);
spdlog::info(“{:<30}”, “left aligned”);

spdlog::set_level(spdlog::level::debug); // Set global log level to debug
spdlog::debug(“This message should be displayed..”);

// change log pattern
spdlog::set_pattern(“[%H:%M:%S %z] [%n] [%^—%L—%$] [thread %t] %v”);

// Compile time log levels
// define SPDLOG_ACTIVE_LEVEL to desired level
SPDLOG_TRACE(“Some trace message with param {}”, 42);
SPDLOG_DEBUG(“Some debug message”);




}


```

#### Create stdout/stderr logger object
```c++
#include “spdlog/spdlog.h”
#include “spdlog/sinks/stdout_color_sinks.h”
void stdout_example()
{


// create color multi threaded logger
auto console = spdlog::stdout_color_mt(“console”);
auto err_logger = spdlog::stderr_color_mt(“stderr”);
spdlog::get(“console”)->info(“loggers can be retrieved from a global registry using the spdlog::get(logger_name)”);





}

—
#### Basic file logger
```c++
#include “spdlog/sinks/basic_file_sink.h”
void basic_logfile_example()
{


try
{


auto logger = spdlog::basic_logger_mt(“basic_logger”, “logs/basic-log.txt”);




}
catch (const spdlog::spdlog_ex &ex)
{


std::cout << “Log init failed: ” << ex.what() << std::endl;




}







}

—
#### Rotating files
```c++
#include “spdlog/sinks/rotating_file_sink.h”
void rotating_example()
{


// Create a file rotating logger with 5mb size max and 3 rotated files
auto max_size = 1048576 * 5;
auto max_files = 3;
auto logger = spdlog::rotating_logger_mt(“some_logger_name”, “logs/rotating.txt”, max_size, max_files);







}

—
#### Daily files
```c++

#include “spdlog/sinks/daily_file_sink.h”
void daily_example()
{


// Create a daily logger - a new file is created every day on 2:30am
auto logger = spdlog::daily_logger_mt(“daily_logger”, “logs/daily.txt”, 2, 30);




}

```

—
#### Backtrace support
```c++
// Loggers can store in a ring buffer all messages (including debug/trace) and display later on demand.
// When needed, call dump_backtrace() to see them

spdlog::enable_backtrace(32); // Store the latest 32 messages in a buffer. Older messages will be dropped.
// or my_logger->enable_backtrace(32)..
for(int i = 0; i < 100; i++)
{


spdlog::debug(“Backtrace message {}”, i); // not logged yet..




}
// e.g. if some error happened:
spdlog::dump_backtrace(); // log them now! show the last 32 messages

// or my_logger->dump_backtrace(32)..
```

—
#### Periodic flush
```c++
// periodically flush all registered loggers every 3 seconds:
// warning: only use if all your loggers are thread safe (“_mt” loggers)
spdlog::flush_every(std::chrono::seconds(3));

```

—
#### Stopwatch
```c++
// Stopwatch support for spdlog
#include “spdlog/stopwatch.h”
void stopwatch_example()
{


spdlog::stopwatch sw;
spdlog::debug(“Elapsed {}”, sw);
spdlog::debug(“Elapsed {:.3}”, sw);




}

```

—
#### Log binary data in hex
```c++
// many types of std::container<char> types can be used.
// ranges are supported too.
// format flags:
// {:X} - print in uppercase.
// {:s} - don’t separate each byte with space.
// {:p} - don’t print the position on each line start.
// {:n} - don’t split the output to lines.
// {:a} - show ASCII if :n is not set.

#include “spdlog/fmt/bin_to_hex.h”

void binary_example()
{


auto console = spdlog::get(“console”);
std::array<char, 80> buf;
console->info(“Binary example: {}”, spdlog::to_hex(buf));
console->info(“Another binary example:{:n}”, spdlog::to_hex(std::begin(buf), std::begin(buf) + 10));
// more examples:
// logger->info(“uppercase: {:X}”, spdlog::to_hex(buf));
// logger->info(“uppercase, no delimiters: {:Xs}”, spdlog::to_hex(buf));
// logger->info(“uppercase, no delimiters, no position info: {:Xsp}”, spdlog::to_hex(buf));




}

```

—
#### Logger with multi sinks - each with different format and log level
```c++

// create logger with 2 targets with different log levels and formats.
// the console will show only warnings or errors, while the file will log all.
void multi_sink_example()
{


auto console_sink = std::make_shared<spdlog::sinks::stdout_color_sink_mt>();
console_sink->set_level(spdlog::level::warn);
console_sink->set_pattern(“[multi_sink_example] [%^%l%$] %v”);

auto file_sink = std::make_shared<spdlog::sinks::basic_file_sink_mt>(“logs/multisink.txt”, true);
file_sink->set_level(spdlog::level::trace);

spdlog::logger logger(“multi_sink”, {console_sink, file_sink});
logger.set_level(spdlog::level::debug);
logger.warn(“this should appear in both console and file”);
logger.info(“this message should not appear in the console, only in the file”);







}

—
#### Asynchronous logging
```c++
#include “spdlog/async.h”
#include “spdlog/sinks/basic_file_sink.h”
void async_example()
{


// default thread pool settings can be modified before creating the async logger:
// spdlog::init_thread_pool(8192, 1); // queue with 8k items and 1 backing thread.
auto async_file = spdlog::basic_logger_mt<spdlog::async_factory>(“async_file_logger”, “logs/async_log.txt”);
// alternatively:
// auto async_file = spdlog::create_async<spdlog::sinks::basic_file_sink_mt>(“async_file_logger”, “logs/async_log.txt”);




}

```

—
#### Asynchronous logger with multi sinks
```c++
#include “spdlog/sinks/stdout_color_sinks.h”
#include “spdlog/sinks/rotating_file_sink.h”

void multi_sink_example2()
{


spdlog::init_thread_pool(8192, 1);
auto stdout_sink = std::make_shared<spdlog::sinks::stdout_color_sink_mt >();
auto rotating_sink = std::make_shared<spdlog::sinks::rotating_file_sink_mt>(“mylog.txt”, 1024*1024*10, 3);
std::vector<spdlog::sink_ptr> sinks {stdout_sink, rotating_sink};
auto logger = std::make_shared<spdlog::async_logger>(“loggername”, sinks.begin(), sinks.end(), spdlog::thread_pool(), spdlog::async_overflow_policy::block);
spdlog::register_logger(logger);







}

—
#### User defined types
```c++
// user defined types logging by implementing operator<<
#include “spdlog/fmt/ostr.h” // must be included
struct my_type
{


int i;
template<typename OStream>
friend OStream &operator<<(OStream &os, const my_type &c)
{


return os << “[my_type i=” << c.i << “]”;




}




};

void user_defined_example()
{


spdlog::get(“console”)->info(“user defined type: {}”, my_type{14});




}

```

—
#### User defined flags in the log pattern
```c++
// Log patterns can contain custom flags.
// the following example will add new flag ‘%*’ - which will be bound to a <my_formatter_flag> instance.
#include “spdlog/pattern_formatter.h”
class my_formatter_flag : public spdlog::custom_flag_formatter
{
public:


void format(const spdlog::details::log_msg &, const std::tm &, spdlog::memory_buf_t &dest) override
{


std::string some_txt = “custom-flag”;
dest.append(some_txt.data(), some_txt.data() + some_txt.size());




}

std::unique_ptr<custom_flag_formatter> clone() const override
{


return spdlog::details::make_unique<my_formatter_flag>();




}




};

void custom_flags_example()
{


auto formatter = std::make_unique<spdlog::pattern_formatter>();
formatter->add_flag<my_formatter_flag>(‘*’).set_pattern(“[%n] [%*] [%^%l%$] %v”);
spdlog::set_formatter(std::move(formatter));




}

```

—
#### Custom error handler
```c++
void err_handler_example()
{


// can be set globally or per logger(logger->set_error_handler(..))
spdlog::set_error_handler([](const std::string &msg) { spdlog::get(“console”)->error(“* LOGGER ERROR *: {}”, msg); });
spdlog::get(“console”)->info(“some invalid message to trigger an error {}{}{}{}”, 3);




}

```

—
#### syslog
```c++
#include “spdlog/sinks/syslog_sink.h”
void syslog_example()
{


std::string ident = “spdlog-example”;
auto syslog_logger = spdlog::syslog_logger_mt(“syslog”, ident, LOG_PID);
syslog_logger->warn(“This is warning that will end up in syslog.”);







}

—
#### Android example
```c++
#include “spdlog/sinks/android_sink.h”
void android_example()
{


std::string tag = “spdlog-android”;
auto android_logger = spdlog::android_logger_mt(“android”, tag);
android_logger->critical(“Use "adb shell logcat" to view this message.”);







}

—
#### Load log levels from env variable or from argv

```c++
#include “spdlog/cfg/env.h”
int main (int argc, char *argv[])
{


spdlog::cfg::load_env_levels();
// or from command line:
// ./example SPDLOG_LEVEL=info,mylogger=trace
// #include “spdlog/cfg/argv.h” // for loading levels from argv
// spdlog::cfg::load_argv_levels(argc, argv);







}

So then you can:

`console
$ export SPDLOG_LEVEL=info,mylogger=trace
$ ./example
`

—
## Benchmarks

Below are some [benchmarks](https://github.com/gabime/spdlog/blob/v1.x/bench/bench.cpp) done in Ubuntu 64 bit, Intel i7-4770 CPU @ 3.40GHz

#### Synchronous mode
`
[info] **************************************************************
[info] Single thread, 1,000,000 iterations
[info] **************************************************************
[info] basic_st         Elapsed: 0.17 secs        5,777,626/sec
[info] rotating_st      Elapsed: 0.18 secs        5,475,894/sec
[info] daily_st         Elapsed: 0.20 secs        5,062,659/sec
[info] empty_logger     Elapsed: 0.07 secs       14,127,300/sec
[info] **************************************************************
[info] C-string (400 bytes). Single thread, 1,000,000 iterations
[info] **************************************************************
[info] basic_st         Elapsed: 0.41 secs        2,412,483/sec
[info] rotating_st      Elapsed: 0.72 secs        1,389,196/sec
[info] daily_st         Elapsed: 0.42 secs        2,393,298/sec
[info] null_st          Elapsed: 0.04 secs       27,446,957/sec
[info] **************************************************************
[info] 10 threads, competing over the same logger object, 1,000,000 iterations
[info] **************************************************************
[info] basic_mt         Elapsed: 0.60 secs        1,659,613/sec
[info] rotating_mt      Elapsed: 0.62 secs        1,612,493/sec
[info] daily_mt         Elapsed: 0.61 secs        1,638,305/sec
[info] null_mt          Elapsed: 0.16 secs        6,272,758/sec
`
#### Asynchronous mode
```
[info] ————————————————-
[info] Messages     : 1,000,000
[info] Threads      : 10
[info] Queue        : 8,192 slots
[info] Queue memory : 8,192 x 272 = 2,176 KB
[info] ————————————————-
[info]
[info] *****************************
[info] Queue Overflow Policy: block
[info] *****************************
[info] Elapsed: 1.70784 secs     585,535/sec
[info] Elapsed: 1.69805 secs     588,910/sec
[info] Elapsed: 1.7026 secs      587,337/sec
[info]
[info] *****************************
[info] Queue Overflow Policy: overrun
[info] *****************************
[info] Elapsed: 0.372816 secs    2,682,285/sec
[info] Elapsed: 0.379758 secs    2,633,255/sec
[info] Elapsed: 0.373532 secs    2,677,147/sec

```

## Documentation
Documentation can be found in the [wiki](https://github.com/gabime/spdlog/wiki/1.-QuickStart) pages.

—

Thanks to [JetBrains](https://www.jetbrains.com/?from=spdlog) for donating product licenses to help develop spdlog <a href=”https://www.jetbrains.com/?from=spdlog”><img src=”logos/jetbrains-variant-4.svg” width=”94” align=”center” /></a>







            

          

      

      

    

  

    
      
          
            
  Copyright (c) 2012 - present, Victor Zverovich

Permission is hereby granted, free of charge, to any person obtaining
a copy of this software and associated documentation files (the
“Software”), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to
permit persons to whom the Software is furnished to do so, subject to
the following conditions:

The above copyright notice and this permission notice shall be
included in all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND,
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE
LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION
OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION
WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

— Optional exception to the license —

As an exception, if, as a result of your compiling your source code, portions
of this Software are embedded into a machine-executable object form of such
source code, you may redistribute such embedded portions in such object form
without including the above copyright and permission notices.



            

          

      

      

    

  

    
      
          
            
  ### How to run example code


	install requirements




`shell
pip install -r requirements.txt
`


	first, it is good to know about python-fire in https://github.com/google/python-fire, if you haven’t heard yet.


	run w2v experiments on various setting (e.g. skip gram with hierarchical softmax)




`shell
python example_w2v.py run_experiments --sg0=True --hs0=True
`


	run lda experiments




`shell
python example_lda.py run_experiments
`
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